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Abstract 
Graph structures like Automata and BDDs have been used to compile Constraint Satisfaction Problems (CSP). Once compilation is 
achieved often fast graph-traversal lookup methods are available to interactively select a desired solution for a given CSP. We wished 
to check how good Machine Learning techniques are in guiding interactive solving of CSPs. Towards this we took a publicly available 
industrial CSP representing car configuration data and did an empirical analysis. In our experiments, the ML techniques used quickly 
achieved up to 99.998% accuracy in correctly predicting validity of full assignments. For predicting validity of partial solutions, required 
for interactive solving of CSPs, we observed an accuracy of up to 98.4%.  The initial results are quite interesting to investigate further, 
like fast look-up methods over Decision Trees, solving complex CSPs involving a mix of arithmetic and logical constraints. 

 Introduction 

 In Constraint Satisfaction Problem (CSP) area (Rossi, van Beek, & Walsh 2006) apart from search-based constraint solvers, 
one-time offline compilation-based approaches have been attempted. Successful compilation methods include compilation into 
graph structures like Automata (Amilhastre, Fargier, & Marquis 2002), BDD (Hadzic et. al 2004), Tree-of-BDDs (Subbarayan 
2005), etc., Once a preferred graph structure representing a CSP is obtained offline, often practically fast (often linear or poly-
nomial) look-up methods are used to interactively guide selection of a preferred CSP solution.  
 In a typical interactive application of CSPs, like configurators, rules/constraints might have to be often updated (say daily or 
once a week/month/quarter etc.,). Such a rule maintenance activity is essential to alter the solutions allowed by the CSP to be 
in tune with product-changes / market-conditions, etc., 
 One of the challenges in CSP applications is often the need to have a team of experts who can create and maintain rules. It 
is also challenging if the rules need to be migrated to a new constraint system; either because of replacement of a legacy 
constraint system, or the need to have the CSP data available for utilization in a new use-case system. In such cases, often the 
new system might only support a different format of rules that only qualified experts can help convert old rules into the new 
format required. In general, the rules creation, maintenance and migration activities need to be done under the supervision of 
an expert team to ensure correctness and performance. 
 Recent advances in Machine Learning (ML) (Geron 2019) and its usage in learning constraints (Raedt, Passerini, & Teso 
2018) have prodded us to see if any automation in model-creation, maintenance and migration can be achieved using ML 
techniques.  Towards this we tried to use empirical analysis to check on the below three questions using a publicly available 
car configuration benchmark CSP from (Amilhastre, Fargier, & Marquis 2002): 
- Q1: Given a labelled dataset of solutions for a CSP, can we learn a model that gives a good accuracy in predicting validity 

of any full/complete assignment? 
- Q2: Can we use the learnt model using previous step to also predict validity of any partial assignment? 
- Q3: If accuracy of second question above is not good, does learning from labelled partial assignments help? 
 In our experiments, we primarily focus on Decision Tree learning, but also present some comparison numbers from Random 
Forest (RF) and Neural Network (NN) experiments. We chose to focus on Decision Tree (DT) learning methods, as DT being 
a graph structure (like Automata, BDD), could potentially lead to fast traversal-based look-up methods for interactively finding 
CSP solutions of interest.  
Since learning CSP from sample data is already a well-researched topic (Raedt, Passerini, & Teso 2018), our main contribution 
here is an empirical analysis of the ML techniques using an industrial benchmark data and drawing interesting insights from it. 
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Background 

While we introduce some notations to help aid the following discussions, we in general assume the reader is familiar with 
basics of CSP techniques and ML methods.  
For simplicity, we only consider CSPs involving finite domain variables. A CSP is a triplet (V, D, C), where: 

- V is a set of variables in the CSP 
- D is a set of finite domains, for each variable 𝑣 ∈ 𝑉 one 𝑣 ∈ 𝐷, with 𝑣  containing values allowed for the variable 

v 
- C is a set of constraints, where each 𝑐 ∈ 𝐶 is a pair (𝑉  , 𝑇 ), where 𝑉 ⊆   𝑉 and  𝑇  is a relational table with tuples of 

size |𝑉 | specifying the allowed combinations of values for the 𝑉  variables.  
Given a CSP X = (V, D, C), a full assignment FA is an assignment of values for all the variables in V. An FA is valid, if it is a 
valid/allowed solution by the CSP X, else invalid.  

A partial assignment PA is an assignment for a proper subset 𝑉 ⊊  V. A partial assignment PA is valid iff it can be extended 
to a FA (by adding assignments for missing variables), such that FA is valid. Else, the partial assignment is invalid.  

Note: the valid/invalid state of assignments correspond to labels in ML Models we learn.  
In the previous section, we listed three questions (Q1, Q2, Q3). Here we describe what could be inferred from them. 

Q1: If the answer to Q1 is yes, then given a set of labelled full assignments (as training data of sufficient size), then we could 
build a ML model representing the underlying CSP.  The built ML model will with very high accuracy correctly predict 
(valid/invalid) labels for any full assignment (not necessarily part of training data set).  

Such an ML model will be helpful:  
- when we have some sample CSP solutions, but never had the underlying CSP formally coded up, the ML model can be used to 

predict labels for arbitrary full assignments   
- in scenarios where a CSP in one rule system (format), needs to be migrated to a new-platform/another-system, and more complex 

rule formats than relational tables are involved (say if-then-else conditions, switch-case statements, etc.,). The new system might 
not support the old rules out of the box. Then, we could use ML techniques to simulate the CSP in the new system with very high 
accuracy, and possibly use it to test/validate the accuracy of any manual/automated rule migration process. 

- in scenarios where a CSP in an expensive/powerful legacy system needs to be deployed in say a light-weight mobile application 
(where minimal loss in accuracy is better than not having the light-weight application). 

Q2: If the answer to the Q2 is yes, then using the models learnt with labelled full assignments, we could also predict labels 
for partial assignments. This will be helpful in interactive solving of CSPs, like in configuration case.  

While interactively solving a CSP, the user will start with an empty partial assignment, and then incrementally add variable 
assignments of interest, one-by-one, towards extending the partial assignment to a full assignment. During this activity, the 
user needs to know whether addition of a variable assignment to a valid partial assignment preserves the validity or not. This 
will help to find variable assignments that can be safely added to a valid partial assignment and continue in the valid state 
towards reaching a full/complete assignment. 

Q3: If answer to Q3 is yes, then we could learn ML models using valid/invalid labelled partial assignments and do high 
quality predictions for unseen partial and full assignments. The utility of this will be the same as the utility of both Q1 and Q2.  

Related work 
In (Raedt, Passerini, & Teso 2018), the authors detail past work on learning constraints from examples. In (Kumar, Test, & 

Raedt 2019), the authors give an example of learning complex arithmetic constraints. In (O’Sullivan & Provan 2006), the 
authors present how approximate compilation techniques could be of utility in certain scenarios. In such scenarios (where 
approximation is sufficient), the ML methods for learning CSPs will be naturally helpful whenever sufficient training dataset 
is available, or a reference implementation is available to generate the training dataset. 

Empirical Analysis 

In this section, we present the experiments we did on Renault CSP, from automotive domain, representing a car configuration 
data (Amilhastre, Fargier, & Marquis 2002). The experiments were done to find empirical answers for the three questions (Q1, 
Q2, Q3) listed in earlier sections. This CSP has about 100 trillion solutions in total, about one trillion are valid solutions, and 
the rest are invalid solutions. 

We performed our experiments on a Windows 10 laptop with 16 GB RAM and Intel i5 processor. For our Neural Network 
experiments, we used the TensorFlow framework. For our Decision Tree and Random Forests experiments we used Scikit-
learn library. 
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For our experiments, we used a BDD (Bryant 1986) based CSP engine that uses Renault data and creates necessary sample 
labelled datasets for us to perform the experiments.  

Normally, in ML experiments, sample datasets will be used to build ML model. In our case, we synthetically create a unique 
5 million dataset from Renault CSP for evaluation purposes using realistic data. Each one of the 5 million samples is a full 
assignment with valid or invalid label. The generated 5 million dataset had a rough 50% balance between valid/invalid labels.  

Q1: Learning from Full Assignments? 

Using the dataset of 5 million (valid/invalid) labelled full assignments, and varying training data ratio from 0.2% to 20%, 
we built a sequence of RF (random forests), DT (decision tree) and NN (neural network) models. The corresponding test 
accuracy of those models are presented in Table 1. For example, for the 0.2% training ratio, we built RF/DT/NN models using 
10,000 full assignments. The corresponding RF/DT/NN models predicted labels for the 4,990,000-test dataset with an accuracy 
of 99.3742% / 99.5301% / 99.3572%, respectively. 

When the training ratio was increased up to 20%, we did not see much of an increase in accuracy, as even for the 0.2% case 
the accuracy was already over 99%. So, the answer to Q1 is an overwhelming yes. 

We choose to start from 0.2% as training ratio to see how low the training samples could go, and still, we got a good accuracy 
or 99.53%. Since we achieved a very good accuracy at 20% training ratio, we did not attempt to increase the training ratio 
further. Regarding the model learning time, for RF, the model learning time varied from 3 seconds for the 0.2% model, to about 
11 minutes for the 20% model. For NN, the 0.2% model took less than a minute, while the 20% took about 35 minutes. For 
DT, the 0.2% model tool less than a second, while the 20% model took about 44 seconds.  

 

Train Test 

% Samples Samples 
Accuracy % 

RF DT NN 

20 1000000 4000000 99.9841 99.9954 99.9978 

10 500000 4500000 99.9753 99.9926 99.9959 

4 200000 4800000 99.9012 99.9779 99.9697 

2 100000 4900000 99.785 99.9498 99.9456 

1 50000 4950000 99.7166 99.8988 99.727 

0.2 10000 4990000 99.3742 99.5301 99.3572 
Table 1 Model Accuracy: RF vs DT vs NN (total 5 Mn samples) 

Q2: Predict Partial Assignments using Full-Assignments learnt model? 

We used the BDD engine to randomly create labelled partial assignments for evaluating this question. For each partial assign-
ment, we took the 20% trained DT model (from previous sub-section) and did a traversal of the Decision-tree to predict label. 
We got only about 70% accuracy, that too only in cases where both BDD-engine and DT-model labelled a data input as valid. 
So, the overall accuracy is even poorer when considering some invalid input partial-assignment data being marked as valid by 
DT (learnt using full-assignments). So, the answer to Q2, is a no.  

One of the potential reasons why full assignments learnt model is poor in predicting validity of partial assignments is the 
possible presence of alias variables. Say, when two variables A and B are alias/equivalent in the model being learnt, then in all 
the valid labelled data points both A and B will have same values. Due to this, an intelligent model learning algorithm can find 
the alias relationship and choose to keep only one among A or B in the learnt model and ignore the other variable. Due to this 
if a partial assignment has only the ignored variable, then the full-assignments learnt model will not be able to properly predict 
label for the partial assignment. This problem will not be there while trying to predict full-assignment label, as both A and B 
will have a value in any full-assignment.  

Q3: Learning from Partial Assignments? 

In the 5 million full-assignments data set, for each data point we randomly removed some of the variable assignments, to create 
a partial assignment. If a full assignment is valid, then a partial assignment so created will also be valid. If a full assignment is 
invalid, then there is a chance that the partial assignment obtained by removing some variable assignments might be valid. In 
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such cases, we use the BDD engine to check if the partial assignment is valid and mark it so if valid. Also, note that, such a 
truncation of two distinct full assignments might result in an identical/duplicate partial-assignment. After removing such du-
plicates, from the 5 million full assignment data set, we ended up having 4,965,763 partial assignments labelled data set for our 
experiments.  We then built a sequence of DTs for the partial assignments data set, varying training set ratio from 0.2% to 20%. 
The results are presented in Table 2. Regarding the model learning time, the 0.2% model (with train dataset of 9,931 partial 
assignments) took less than a second, while the 20% model took 74 seconds (for learning from 993,152 partial assignments).  

As can be inferred, we had a reasonable accuracy (~93%) in predicting partial assignments validity even with 0.2% train data 
set ratio (9,931 partial assignments). For the 20% training set case, the accuracy goes up to 98.4%, which is quite good. So, the 
answer to Q3 is a yes. 

 

Train  Test – DT (partial) 

% Samples Samples Accuracy % 
 

20 993152 3972611 98.4192  

10 496576 4469187 98.0805  

4 198630 4767133 97.3317  

2 99315 4866448 96.7815  

1 49657 4916106 96.2416  

0.2 9931 4955832 93.1323  
Table 2 DT Model Accuracy for "partial" dataset: (~4.9 Mn samples after duplicates removal) 

In Table 3, we compare the size of DTs built using full vs partial assignments dataset. The Accuracy (%) numbers in this table 
are repeated from previous tables for comparison purpose. Note, the full assignments DT can only predict validity of full 
assignments but performs very poorly in predicting partial assignments as highlighted with a negative response to question Q2. 
The partial assignments DT is able to predict with up to 98.4% accuracy for both partial and full assignments. As the partial 
assignments-built DT is more powerful, the size of such DT is as expected larger than the size of corresponding full assignments 
DT.  

When the training data set size is increased, then the partial assignment learnt DT size grows much more rapidly than the 
corresponding increase in the full assignment’s DTs.  

Even with 20% training full assignments data set (which gives an accuracy of 99.995%), the corresponding DT has just 245 
nodes (including leaf and internal decision nodes). So, predicting validity of full assignments is relatively quite easy.  

 

% 

Test - DT (full) Test - DT (partial) 

Accuracy% #nodes Accuracy% #nodes 
 

20 99.9954 245 98.4192 23777  

10 99.9926 217 98.0805 14713  

4 99.9779 189 97.3317 7889  

2 99.9498 189 96.7815 4647  

1 99.8988 187 96.2416 2643  

0.2 99.5301 133 93.1323 901  
Table 3 DT size (full vs partial, across varying train %) 
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Note, the 0.2% model for DT (full) having only 133 nodes (learnt from 10,000 samples) gives a 99.53% accuracy in predicting 
a random sample of 5 million full assignments drawn from potential 100 trillion full assignments allowed by the Renault CSP. 
For interactive solving of CSPs we need good accuracy for predicting partial solutions. But, in applications like error-diagnosis 
or failure-prediction, where often full-assignments prediction is sufficient, DTs built using full assignments will be quite useful. 

Future Work 

Potential avenues for future work include: 
 Experiments with more complex data. Renault CSP used had only tabular constraints over finite domain variables. 

Experiments need to be done over CSPs with more complex rules (arithmetic rules, multi-stage hierarchy in CSPs 
etc.,) 

 The DT being graph structure will provide good avenues for graph traversal-based look-up operations. We should be 
able to find fast traversal methods for CSP conflict-resolution and finding optimized solutions etc.,  

 In BDDs, during the BDD construction process any pair of identical nodes are merged, such that each node in a BDD 
is unique. Similar compression possibilities that do not affect potential traversal-based look-up methods can be ex-
plored for DTs. 

 While learning DT models using the full-assignments, the size of the DTs generated was a maximum of 245 nodes 
(even when a training dataset of one million samples was used). It will be interesting to see if the modern DT building 
heuristics can be used to guide order of branching decisions while building DNNF (Darwiche 2001) like knowledge-
compilation techniques.  

 In (Subbarayan 2005), the Tree-of-BDDs structure mixed tree-decomposition with BDDs to achieve a 25x smaller 
compiled representation for the Renault CSP. The concept has been further studied in (Subbarayan, Bordeaux, and 
Hamadi 2007) and (Fargier and Marquis 2009). In a similar fashion it should be possible to benefit from a mix of DT 
and tree-decomposition.  This might help with learning partial-solutions, where the DT size grew up to 23,777 nodes 
for the 20% train ratio. 

Conclusion 

Our experiments to evaluate utility of modern ML methods in interactive solving of CSPs is quite positive. Even though our 
experiments use a single industrial benchmark, we expect the results to be generic enough (with some minor changes) for other 
related CSP applications.  
 
We have discussed the need to learn from partial assignments dataset for the purpose of interactive CSP solving. We have also 
identified potential directions for future research.  
 
The obtained 98.4% accuracy is in line with potential human errors encountered in manual modelling of CSPs. 
 
Overall, the initial results we have obtained are quite interesting to pursue further research in automating data creation, mainte-
nance, and deployment aspects of CSPs. 
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Appendix 

A. Confusion Matrix 
In this section, we present the confusion matrix for each of the models learnt in our experiments (six RF / DT / NN / 
DT-(partial) models by varying the train ratio from 20% to 0.2%). In the Confusion Matrix, the label “0” (“1”) signifies 
invalid (valid) label predicted for a sample. 
 

a. RF (full) 
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b. DT (full) 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

c. NN (full)  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

d. DT (partial) 
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B. A Sample DT for Renault Data 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

C. DT Size: additional information 
This table lists the number of leaf vs decision nodes. Also, the size of a stored DT in KB (kilobytes) is highlighted. 

 
Train Test - DT (full) Test - DT (partial) 

% 
Accuracy 

% 
#nodes #leaf #decisions KB 

Accuracy 
% 

#nodes #leaf #decisions KB 
 

20 99.9954 245 123 122 20 98.4192 23777 11899 11878 11675  

10 99.9926 217 109 108 18 98.0805 14713 7357 13356 1038  

4 99.9779 189 95 94 16 97.3317 7889 3945 3944 558  

2 99.9498 189 95 94 16 96.7815 4647 2324 2323 330  

1 99.8988 187 94 93 16 96.2416 2643 1322 1321 189  

0.2 99.5301 133 67 66 12 93.1323 901 451 450 67  

 


